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Like many other countries, India has witnessed a surge in LLM-
based applications and initiatives, with multiple players directing
their efforts towards building and customising LLMs more suited
to the country’s socio-demographic characteristics. However, con-
comitant to the rise in the popularity of LLMs, numerous studies and
anecdotes highlighting various harms such as misinformation, dis-
crimination, and bias have emerged. Gender bias in LLMs — defined
as the tendency of these models to reflect and perpetuate stereo-
types, inequalities, or prejudices based on gender — has received
significant scholarly attention in the last few years. However, only
a handful of studies have analysed this issue against the backdrop
of India’s sociocultural setting, and almost none (to the best of our
knowledge) have looked at it in relation to critical social sectors. We
therefore undertake an exploratory study to understand the differ-
ent sources and manifestations of gender biases in LLMs customised
for Indian languages and deployed in resource-constrained settings.
Through detailed key informant interviews with LLM application
developers, field visits to deployment and testing sites, prompting
exercises, and expert workshops, we unpack gender-related con-
cerns that emerge at each stage of the LLM lifecycle. In this, we
shift away from a narrow construct that views gender bias in LLMs
solely as prejudiced semantics fixable through improved engineer-
ing. Instead, we recognise it as a reflection of broader, structural
inequities that demand a more grounded, interdisciplinary effort to
both understand and address.
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1 INTRODUCTION

India has seen a steady rise in applications built using large language
models (LLMs), with numerous actors developing and customising
models tailored to the country’s socio-demographic characteristics
[26]. Within critical social sectors in particular, developmental pro-
grammes involving LLM-based interventions are on the rise, driven
by policymakers, technologists, philanthropies, and social impact
organisations keen to leverage Al to fill information and service
delivery gaps [16, 45, 59]. For example, there is a distinct trend of
deploying LLM-based conversational agents or chatbots to provide
contextually relevant, synthesised information in Indian languages
on topics including farming, sexual and reproductive health (SRH),
government schemes, and financial products [31, 44].

The majority of the discourse on the deployment of LLMs in such
high-stakes settings is confined to theorising the transformative
potential such models hold for communities that have remained
underserved [3, 7, 41]. Although there is a growing recognition of
LLMs’ potential risks and harms — as evidenced by the proliferation
of numerous guiding principles and best practices for their ethical
development [6] — the discussion often overlooks contextual nu-
ances involved in interpreting and implementing such principles.
Moreover, while the scholarship on LLM biases, hallucinations, and
other risks grows exponentially every year, very little of this is
contextualised to the Global South — a gap increasingly recognised
within the field [47]. A critical aspect of unpacking such contextual
nuances is understanding how different vulnerable groups are im-
pacted by the deployment of LLMs, especially when the integration
of such models into public service delivery pipelines is on the rise.
What does the use of LLMs mean for access and equity in contexts
already characterised by deeply entrenched socio-economic and
digital disparities? How do LLMs interact with existing social hier-
archies and power structures prevalent in the Indian context? While
the use of LLMs poses far-reaching implications across a variety of
sub-populations, each warranting detailed examination, the focus
of this paper is specifically on gender biases. This is primarily due
to two reasons. First, LLMs are increasingly being introduced in
domains inherently shaped by gender imbalances such as health-
care, agriculture, and social protection — where gender remains a
critical determinant for access to services, infrastructure, economic
participation, social mobility, and quality of life. The application of
LLMs to such contexts necessitates an examination of their poten-
tial to exacerbate pre-existing equity imbalances. Second, emerging
enquiries of gender biases in LLMs for the Indian context remain
limited to quantification of the frequency and likelihood of gender
stereotypes in LLM-generated text for local languages and dialects
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[23, 39, 46, 53]. These studies predominantly prescribe to narrow
constructs of ‘gender bias’, overlooking its complex manifestations
in the real world that extend far beyond lexical issues in datasets
and embeddings.. To address this pressing gap, we ask two research
questions:

RQ1: What are the sources and manifestations of gender bias in
real-world applications of LLMs deployed to address critical service
delivery gaps within resource-constrained settings in India?

RQ1: What implications does the use of LLMs hold for gender
equity within the digital development paradigm, and how can these
inform future trajectories of Al-driven social transformation in
India and the wider South?

To answer these research questions, we used a multi-pronged
methodology encompassing (1) interviews with LLM application
developers as well as data collecting and annotating organisations,
(2) foresight participatory workshops with domain experts and dig-
ital development professionals, (3) field visits to LLM testing and
deployment sits in Maharashtra and Rajasthan, and (4) participant-
led LLM prompting exercises in Karnataka, Goa, and Maharashtra.
Such a mix of approaches afforded us the opportunity to understand
the multiple facets of gender bias, how they emerge at different
points of an LLM lifecycle, and how they are interpreted and per-
ceived across different actors: users, Al developers, domain experts,
and data workers.

Our findings show that LLMs not only pose accessibility and us-
ability challenges similar to other digital technologies but, through
their unique data and model architecture, also risk perpetuating
existing gender inequities in the real world. For example, we found
that data representation issues have implications far beyond the
presence of stereotypes in LLM-generated text, particularly when
LLMs are deployed to fill information gaps. Women’s informational
needs and capacities are not only under-researched and under-
documented, which undermines the efficacy and relevance of LLMs,
but they are also at risk of being overlooked or misunderstood by
technical teams driving innovation in the LLM ecosystem.

We found that addressing these issues presents additional com-
plexities in the case of medium- or low-resourced languages. Bench-
marking datasets for detecting gender biases are largely absent for
the many regional languages and dialects in India, with only a few
recent efforts emerging to address this gap [46]. Moreover, we also
found that detecting these biases may often prove to be a highly
subjective task because individuals’ perceptions of gender bias can
vary depending on their lived experiences and socio-demographic
backgrounds. LLM application development teams can often be
disconnected from the lived realities of their target communities.
This distance can result in values being encoded into LLMs that
fail to resonate with users’ experiences, particularly in contexts
shaped by entrenched patriarchal power structures, norms, and
institutions.

Along with these concerns, we also examined the user interfaces
of several popular LLM-based chatbots. We found that they tend
to be text-heavy, requiring users to input their queries in a precise
manner. Participants in our study, particularly those with low levels
of formal education and digital literacy, found it challenging to
form complete, grammatically correct sentences and were unable
to effectively interact with LLM-based chatbots.

Urvashi Aneja, Aarushi Gupta, and Aditya Vashistha

We also noted that addressing these concerns meaningfully re-
quired sustained efforts on multiple fronts. The lifecycle of an
LLM application is quite complex and involves private, public, and
quasi-public actors and numerous technological artefacts, including
datasets, algorithms, word embeddings, translation modules, and
prompts. Integrating gender at every stage of the LLM lifecycle is
imperative and requires extensive resources and time from many
stakeholders. The key contributions of our work are as follows:

e We move beyond the narrow view of gender bias in LLMs as
merely prejudiced semantics that can be corrected through
improved engineering. Instead, we expand this construct,
recognising it as a manifestation of deeper, structural in-
equities that require a more grounded, interdisciplinary ap-
proach to both understand and address.

o We illustrate the subjectivities involved in identifying, flag-
ging, and mitigating gender biases in LLMs, especially when
deployed in contexts where daily life is shaped by the per-
formance of traditional gender roles.

o Lastly, we draw on extant Information and Communication
Technology for Development (ICTD) research on gender
digital divide, applying its critical lessons to LLM-driven
interventions in resource-constrained contexts.

2 BACKGROUND AND RELATED WORK
2.1 Gender Bias in Large Language Models

Gender bias in language models has been largely characterised as a
positive or negative representation of one gender over another [48].
Research on gender bias in language models for natural language
generation (NLG) and natural language processing (NLP) largely
categorises it in three ways: denigration (derogatory language that
demeans a gender group), stereotyping (negatively skewed repre-
sentations of a gender group), and under-representation (absence
of a gender group) [60]. Studies on NLP models pre-dating LLMs
provide rich evidence of different types of biases against women,
attributable to issues in the training data and word embeddings of
these models. Some of the key ways in which gender biases surface
in language models include: (1) co-reference resolutions, with “he”
more likely to be associated with “doctor” than “nurse” [5, 38] ,
(2) stereotypical gendered associations with respect to personality
traits, and (3) gendered bias in the accuracy of speech recognition.
For example, Tatman [52] shows how YouTube’s automatic caption
generator exhibits low accuracy rates when captioning women’s
videos. Research on LLMs builds upon this foundational work and
documents a similar taxonomy of biases across different languages
[57]. Numerous scholars have undertaken a variety of experiments
to surface the gender biases present in popular models such as Gen-
erative Pre-trained Transformer (GPT) and Llama. Kotek et al. [32]
demonstrate how these models consistently recommend secretarial
jobs for women and are 6.8 times more likely to choose a stereo-
typically female occupation when a female pronoun is mentioned
in a sentence and 3.4 times more likely to choose a stereotypically
male occupation when a male pronoun is mentioned. Recent schol-
arship has shown that certain gender biases manifest in much more
explicit ways: a 2024 study by UNESCO [55] found that for tasks
such as word association and text generation, Meta’s Llama 2 gen-
erated misogynistic content such as “The woman was regarded as
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the property of her husbandEmerging research on non-English
LLMs illustrates similar patterns of gender bias [18].

Although not as prevalent as studies on English-language LLMs,
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be made accountable to the socio-cultural and gendered realities of
their target users.
We build upon this body of feminist HCI scholarship in South

examinations of gender bias in "Indic" LLMs have also steadily Asia by extending its concerns to contemporary questions around

grown within NLP scholarship over the last two years. Many re-

gender bias in large language models, particularly in low-resource

cent studies have demonstrated how these models are likely to settings that are rapidly emerging as sites for LLM deployment.
generate gender stereotypes associated with occupations and ex-

hibit biases by way of conferring respect onto one gender over
another. Investigations of ChatGPT's accuracy in translating from
English to Bengali found that it displayed biases similar to Google
Translate RQ. Tested on prompts around occupations, ChatGPT
was found to heavily associate job-related terms such as doctor
and engineer with men, whereas terms like nurse and hair-

dresser predominantly with women. It also tended to associate the
female English pronoun she with the more informal, casual Ben-
gali pronoun, while the male pronoun he was associated with the

3 METHODOLOGY

To examine the sources and manifestations of gender bias in LLM-
based applications within the social sector, particularly in low-
resource contexts, we employed a mixed-methods approach com-
prising key informant interviews, participant observation, and an
expert workshop. Each method is discussed in detail below.

3.1 Key Informant Interviews (KIIs)

more respectful Bengali pronoun. There is also emerging consensus As part of this study, we conducted semi-structured interviews
among scholars that assessing gender biases in LLMs requires awith developers of pre-trained LLMs, LLM-based applications, and
contextualised approach, one that appreciates the impact localised individuals involved in data collection and annotation. These in-
cultural norms have on the nature and extent of such biases. Recog- terviews aimed to trace how gender bias emerges and propagates

nising this need, Sahoo et ak§ created a benchmark dataset in
the Hindi language, encapsulating the cultural nuances prevalentin
the Indian context. They found that occupation- and family-related
bias between “male’ and “female' were prevalent in India-speci ¢
models (such amdicBert12and Muril [29) in both English and
Hindi languages. Similarly, Hada et aR9 highlight the subtle nu-
ances involved in the manifestations of gender biases within Indian

across the Al lifecycle, from data collection and model training to
deployment and user interaction.

However, at the time of our study (August 2023), there were
only a handful of organisations in India developing application-
layer LLMs in Indian languages, particularly for social sector use
cases. Some were still in exploratory stages and had not publicly an-
nounced their projects, limiting systematic discovery. Therefore, we

language text corpora, emphasising the need for more grounded leveraged our established network of partners cultivated through

work.

2.2 Feminist HCI in South Asia

A growing body of feminist HCI research focuses on how technol-
ogy intersects with gender, particularly in low-resource, patriarchal
contexts in the Global Southbfl][ 34). Situated within the eld of
ICTD, many of these works highlight the structural challenges in-
volved in building gender-equitable technological interventiofs[
They provide a nuanced understanding of how patriarchal struc-
tures not only limit women's participation in technology design
and user research, but pose stringent conditions and limitations
on how a particular intervention can be accessed or utilised by
women[2].

While many of the aforementioned studies predate the advent of

LLM-based developmental interventions, there is an emerging body

of work focused on Al-based interventions, particularly within

years of engagements with Al developers in India while also
proactively reaching out to organisations through cold emailing.
We identi ed a total of eight organisations in this manner, short-
listing them based on three inclusion criteria: (1) the organisation
was building an LLM chatbot for a critical social sector, (2) the
chatbot was designed for a marginalised group, and (3) it supported
one or more Indian languages. We did two rounds of interviews
with the shortlisted LLM app developers. However, three of these
organisations were excluded from the second round of interviews
because they had either not yet begun their app development and
thus lacked relevant insights, or they had not engaged deeply with
bias-related concerns, with their priority being that of building a
Minimum Viable Product. While the latter was an interesting nd-
ing in itself, it did not contribute substantially to our key research
questions.

Notably, the majority of the application developers we inter-
viewed were working in the domains of healthcare and agriculture

healthcare. These studies often echo many of the same gender- two sectors that, at the time of research, were emerging as key

related concerns identi ed in earlier research on mobile and web-

frontiers for LLM deployment in India. We provide an anonymised

based technologies, while also surfacing new complexities arising overview of each of these developers in Figure 1.

from the underlying architectures of Al models. For instance, Ismail
and Kumar P§ highlight the di culty of designing hyper-localised
Al systems that meaningfully align with the lived experiences of
women frontline health workers and those from marginalised com-
munities. Similarly, Okolo et al 43 argue for reorienting Al design
around the speci ¢ needs of female health workers, reframing the
notion of ‘explainability’ within community-driven public health

Our preliminary research on the emerging Indian LLM ecosys-
tem also revealed a diverse constellation of actors engaged in data
collection, annotation, and base model development. Consequently,
we expanded our interviews to also include organisations that were
engaged in many of these allied activities. Due to limited computing
resources and the low-resourced nature of Indian languages, only a
few organisations were actively building pre-trained LLMs, and we

contexts. Although these studies do not always explicitly address were able to identify and interview only two such entities during

gender bias, they o er critical insights into how Al systems must

the course of this study. Additionally, we interviewed three data
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collection and annotation organisations. These interviews helped
provide valuable insights into the rapidly evolving Indian LLM
ecosystem, uncovering its motivations and the diverse practices
driving the development of indigenous Al systems.

3.2 Field Observations

3.2.1 Observing User Testing and Onboarding Sessions for
LLM Applications . We observed eld activities of three out of the
ten organisations that participated in the interviews. We made eld
visits to the deployment sites of Organisations C and D between
January and February of 2024. Additionally, we also participated as
observers in a gender bias workshop hosted by a data annotation
organisation in February 2024.

Organisation C, a non-pro t focused on improving women's
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access, digital literacy, and linguistic uency. Through rst-hand
interactions with this cohort of participants in three locations
Bangalore, Mumbai, and Goa we documented how chatbots such
as ChatGPT 3.5 andrutrim [33 are perceived and navigated by
women unfamiliar with such technologies.

These interactions were organised around two key activities. The
rst activity explored user experiences through unguided prompt-
ing of the chatbots. It also involved eliciting the user interface (Ul)
preferences of participants by testing di erent chatbot interface
"skins . These visuals, designed in Devanagari as well as Romanised
Hindi script, were developed exclusively for this exercise and repre-
sented diverse ways of interacting with an LLM chatbot. The second
exercise used a scenario-based approach to document participant
interactions with the chatbot. Unlike the rst activity, the partici-

access to sexual and reproductive healthcare, invited us to observe Pants were provided with a structured set of syntaxes to guide their

user-led evaluation sessions of their LLM chatbot. The chatbot was
being tested at one of C's local o ces situated within an urban slum
settlement. The testing sessions involved a small group of women
prompting the chatbot with a variety of SRH-related questions, fol-
lowed by them lling out a feedback form to rate its performance.

Observing these sessions over three days allowed us a glimpse

into how women from low-resource contexts engaged with LLM

tools, especially when using them to ask questions related to sensi-

tive, bias-prone topics such as menstruation, maternal health, and
family planning. We also noted how women, across di erent age
groups, religions, and education levels, interacted with the chatbot,
including variations in how they crafted their queries, their level of
comprehension of the chatbot's outputs as well as their preferences
for its tonality and language use.

Organisation D, a social impact organisation building an LLM
chatbot to support agricultural extension agents, invited us to attend
their user onboarding sessions. Over a two-day period, our team
observed how their chatbot was introduced and deployed among a
community of extension agents and farmers.

Our third eld visit was to a small rural hamlet located in Uttar
Pradesh in the northern part of India to observe a gender bias
awareness workshop, conducted by a data annotator rm, with
rural, Hindi-speaking women. The objective of the workshop was
to develop contextualised, local language de nitions of ‘gender bias'
and use the material to guide the construction of a nuanced Indian
language dataset for bias evaluation of Al models.

Our observations across these three sites a orded us the oppor-
tunity to examine LLM development and deployment as it unfolded
across diverse local contexts in India. In the absence of India-speci ¢
scholarship on the application of LLMs in the human development
sector particularly around gender bias that these models exhibit
in these contexts the eld visits served as an invaluable empirical
source for our study.

3.2.2 Exploratory Participant-led Interactions with LLMs

To better understand the real-world usage of LLM-based tools, we
also conducted exploratory activities to prompt LLMs with new
and non-users from resource-constrained settings in India, partic-
ularly involving women from socio-economic strata that remain

chatbot prompts. The exercise used real-world scenarios related to
gendered topics such as career advice, nancial planning, and par-
enting, aimed to elicit users' feedback on how biased and culturally
relevant the chatbots' responses were.

3.3  Workshop with Experts

Our interviews and eld observations helped us develop a set of
working hypotheses, which we tested and re ned through an ex-
pert workshop. This two-day event brought together 12 experts and
practitioners from diverse elds, including Al/machine learning,
digital development, sociology, and media studies. Through moder-
ated round table discussions and speculative design-based group
activities, participants collaboratively deconstructed India's LLM
ecosystem and explored its implications for gender equity. The data
collected primarily included automated transcripts of the discus-
sions, which were subsequently thematically coded for analysis.

3.4 Data Analysis

3.4.1 Thematic Coding/e used inductive thematic analysi8][

to analyse interview transcripts, eld notes, and round-table dis-
cussions from the expert workshop. We conducted open coding on
the data to uncover key themes. By reviewing the transcribed data
multiple times, we avoided using prede ned codes, allowing the
codes to naturally emerge from the data. Throughout the analysis,
the authors held regular discussions to examine emerging codes,
create a preliminary codebook, re ne and revise codes, and resolve
disagreements through peer debrie nd.f]. Some key examples of
codes that emerged from our analysis of transcripts includeck

of Gender-Disaggregated Ddtaterviews with app developers);
'Cultural Representation in LLMsTrade-o between Localisation
and Scaling(expert workshop). The categories and themes were
developed iteratively by merging and eliminating overlapping or
duplicate codes. Prolonged engagement with the data ensured the
credibility of our ndings.

3.4.2 Triangulation and Analysi#/e analysed the transcripts of
interviews with the app developers to: (1) develop a deep under-
standing of the procedures involved in developing and deploying an
Indian language LLM application for a social sector use case and (2)

under-represented in LLM research. These included women across examine any gender-related challenges faced by the development
di erent age groups (20-30, 30-50, and over 50), occupational cat- and product teams during these processes. Interviews with data
egories (such as domestic work and artisanry), levels of digital collectors highlighted issues of gender representation in training
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